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ABSTRACT

Porto, Portugal. ACM, New York, NY, USA, 4 pages. https://doi.org/10.1145/
3397537.3399577

To improve programming productivity, the right tools are crucial.
This starts with the choice of the programming language, which
often predetermines the libraries and frameworks one can use.
Polyglot runtime environments, such as GraalVM, provide mechanisms for exchanging objects and sending messages across language
boundaries, which allow developers to combine different languages,
libraries, and frameworks with each other. However, polyglot application developers are obligated to properly use the right interfaces
for accessing their data and objects from different languages.
To reduce the mental complexity for developers and let them
focus on the business logic, we introduce user-defined interface
mappings – an approach for adapting cross-language messages at
run-time to match an expected interface. Thereby, the translation
strategies are defined in an exchangeable and easy-to-edit configuration file. Thus, different stakeholders ranging from library and
framework developers up to application developers can use and
extend these mappings for their needs.
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INTRODUCTION

With the increasing complexity of software, it becomes all the more
important to use the right development tools. By using suitable
language constructs, frameworks, and libraries, the development
time can be significantly reduced.
To use the most appropriate parts of each programming language
for a given problem, polyglot programming provides a solution.
Thereby, the developer can write code in multiple languages. To
do so, polyglot runtime environments, such as GraalVM, provide
mechanisms for language interoperability, such as access to objects
across language borders.
In the case of GraalVM, the underlying framework provides interchangeability of primitive types and some selected basic data
structures, such as lists. Since this mechanism is deeply integrated
into the framework, it is rather hard to extend for other objects
like dictionaries or even more domain-specific data types like data
frames. This makes them cumbersome to use from different language contexts and therefore reduces the portability [3] of code.
To address this issue, we introduce user-defined interface mappings – an approach to provide cross-language interface mappings
by generating suitable adapters. Thereby, application and library
developers can extend the underlying interoperability mechanism
to generate these adapters for their needs and can even share them
with others.

CCS CONCEPTS
• Software and its engineering → Interoperability; Object oriented languages; Patterns.
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Contributions. In this work, we introduce a concept to enable
polyglot application developers to define and to use cross-language
method mappings. Thereby, these predefined mappings can be used
in a semi-automatic fashion by determining the expected interface
from a method call and applying the corresponding mapping. To
do so, the underlying polyglot environment is extended to make
the internal message information accessible for tooling developers.
In the course of the development, some questions and challenges
are revealed, which will be discussed at the end.
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Outline. In the next section, the required context for this work
is given. Thereby, the underlying polyglot environment, GraalVM,
and especially the interoperability mechanisms are explained. Building on this, the represented approach is outlined in the following
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section. This is followed by a discussion about the trade-offs and
challenges. Afterward, the approach is compared with other mechanisms providing access to data structures and object of different
languages. Finally, the results are summarized, and we give an
outlook for future work.

Intermediate Part
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Figure 1: Illustration of the two-part adapter

This work focuses on language interoperability as provided by
the GraalVM [13]. GraalVM is based on the Java HotSpot VM
and provides interoperability between different programming languages. To archive this, language interpreters have to be implemented in Truffle, GraalVM’s language implementation framework. Amongst others, implementations for Python1 , Ruby [7],
and Squeak/Smalltalk [8] are provided.
Thereby, objects that can be shared between languages implement a common interface for interoperability. In this way, all languages have a shared understanding of message communication
and messages can be sent to objects across language boundaries [6].
Moreover, GraalVM can be embedded into Java applications. For
this, it provides proxy interfaces2 , ranging from array interfaces
(e.g., ProxyArray) up to time zone interfaces (e.g., ProxyTimeZone).
These interfaces can be implemented by using Java objects to mimic
the behavior of specific objects in the target language. This way, it
is possible to expose a domain-specific date object. For instance, a
JavaScript Date object.
Additionally, GraalVM has support for custom target type mappings3 . This mechanism allows the conversion of objects given a
custom mapping. This functionality, however, is also limited to Java
embeddings and thus cannot be used by developers of polyglot
applications.

the sake of simplicity, we describe the interface as a list of method
names inside a YAML [2] file, as shown in Listing 2.
Listing 2: Interface definition of Dictionary
identifier : Dictionary
methods :
- lookup
- add
- includes
...

Given this interface definition, the method names are mapped
in a YAML file, as shown in Listing 3. Thereby, each operation
specified in the intermediate representation is assigned with a list
of adaptee operations that implement the corresponding behavior.
Whereas, it is not necessary to provide alias names for wrapped
objects, since every translation should lead to the same result, it is
crucial if the mapping is used in the other direction, as explained
later. If the desired behavior is not provided from the adaptee, the
format can be extended to define specific implementations on top
of the shared operations.
Listing 3: Mapping file for Ruby hash and dictionary
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APPROACH

lookup : " [] "
add : " []= "
includes :
- include ?
- member ?
...

Our approach applies the adapter design pattern [5]. By wrapping
an object from one language with an adapter, it can be exposed
with appropriate interface from another language when called from
there.
To build the adapter, the adaptee interface as well as the desired
target interface is needed. While the former one can be determined
by exploring the wrapped object itself, the latter is more critical. We
assume that the target interface can be derived from the concept
represented by the adaptee together with the language from which
the adapter gets called. The underlying concept can be either expressed by the class of the wrapped object, or the user can explicitly
define it, as shown in Listing 1.

By introducing a common representation of a shared interface,
the implementation effort can be reduced. Through this split, the
adapter consists of two components: The first part of the adapter,
called intermediate part, maps from the target interface to the intermediate representation, and the second part, called adaptee part,
maps from the intermediate representation to the adaptee interface,
as shown in Figure 1. Thus, instead of providing a mapping for
each concept between every language implementation, only the
mapping to the intermediate representation has to be given to fully
integrate it.
To create the intermediate part and to find the corresponding
mapping, the target interface must be known. However, the target
interface depends on the language context the adapter gets called
from. During the initialization phase of the adapter, this information
is not present.
To overcome this issue, the user could explicitly state the target
interface if the required information is available. For example, this
can be done by an explicit adaption call to the adapter before it is
used.

Listing 1: Example interface to generate the first half of the
adapter
from polyglot import PolyglotAdapter , mapping
adapter = PolyglotAdapter ( dict () ,
mapping [ ' Dictionary ' ])

To be able to share an understanding of concepts and their interfaces, these are defined as a language-agnostic representation. For
1 https://github.com/graalvm/graalpython
2 org.graalvm.polyglot.proxy
3 See

package (https://git.io/Jvvkz)
https://git.io/JfR0p for an example
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Figure 2: Sequence diagram of the adapter message resolution
While this approach provides fine-grained control, by stating
everything explicitly, it can be quite cumbersome. The reason for
this is primarily that, in many cases, the mapping intent is already
expressed in the underlying algorithm. If, for example, a Dictionary
is passed to a Ruby algorithm, it is clear that the target interface is at
least a Ruby object and should probably also have a Ruby Hash-like
interface. Therefore, the mapping is created during run-time, if the
adapter gets called from a language context, as shown in Figure 2.
Although from a user perspective, the desired language is clear,
it is not intended from the Truffle framework to be able to find out
the language of an object. While, from the view of an application
developer, the transparency between languages is desirable, it limits
the design space for tooling developers. Therefore, as part of the
implementation, such functionality was integrated into the Truffle
framework.
Every time a language context is requested, a newly introduced
management object saves the corresponding language. If now, a
method is called on one of the adapters, the currently active language is recorded as the last caller language. Based on the language
the adapter is written in, a new primitive function has to be added
to access this value from a language level and use it to build the
desired mapping. To identify the right interface from the given language, the language-agnostic, generic interface can specify default
mappings for the different languages. Given that information, the
adapter can fully automatically configure itself to the desired target interface. From an application developer’s view, the boundary
between the languages disappear.

4

overhead could be further reduced by utilizing caching and reusing
the mapping behaviors.
On the other hand, a lot of the process is performed automatically
and, therefore, transparent for the user. Instead of using explicit
conversion calls, the calls are translated automatically based on
predefined configuration files. Thus, verbosity in using the adapter
is reduced and makes it more accessible.
However, all non-trivial abstractions are, to some degree, leaky [11].
In the case of adapter, this appears particularly during debugging
or the use of meta-programming. If, for example, the class name is
requested, it is not clear whether the adapter itself or the wrapped
value is meant. A similar problem occurs if the identity is requested.
For these cases, a solution has to be established and consistently
used across different languages.
The open nature of the configuration files enables the users to
change the adapter behavior for their needs. Since every stakeholder
can create, edit, and combine these configuration files, different
kinds of conflicts can occur. For example, if a mapping file relies on a
specific interface definition file, and that file is modified. In this case,
a dependency and versioning system could help. For now, the users
are responsible for keeping their configuration files consistent.
To archive this, it is conceivable to support the user in this
process by providing tools. Such tools could be prototyped in GraalSqueak, the Truffle implementation of Squeak/Smalltalk, and can
range from providing a specialized editor to explore and connect
different interfaces, up to (fully-)automatic mapping approaches
by utilizing data from the underlying source code or test suites.
Furthermore, the exchange of these files can be simplified, by providing an infrastructure to upload, download, and explore these
files.
Lastly, our approach is not limited to mapping interfaces of
similar objects of different languages. As an example, it would be
possible to create a mapping that lets a graphical object, such as
a bitmap, from one language appear as a list of RGB triples in
another language. Therefore, it would be interesting to explore if
our approach could also be used for other purposes, such as data
transformation.

DISCUSSION

There is always a trade-off between automatization and customization. However, making the interface translation process fully transparent to the user could result in behavior not intended by the user.
Therefore, this approach tries to balance both sides.
On the one hand, the application developers are in charge of
explicitly declaring an adapter with its corresponding concept. That
way, the users are aware of the adapter, and overhead introduced
by the adapter is prevented if not needed.
The mechanism to determine the target language, as well as
the creation of the mapping behavior during run-time, introduces
additional function calls and therefore performance overhead. This
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point. Beginning from the development of tools to create and manage configuration files, up to a registry service to allow application
developers to share their files in a standardized way.

RELATED WORK

The need to use existing data structures and objects across different
runtimes has resulted in different related approaches.
Serialization. During serialization [10], an object is translated
into a format that can be stored, transmitted, and later reconstructed.
The advantage of this approach is that it can be integrated into
nearly every language as a library. However, complex object graphs
are often not supported. Since the memory is not shared between
the runtimes, each object exists as a separate object in each runtime. Resulting in different identities, more memory consumption,
performance overhead to transfer the object, and the need for synchronization.
In comparison, our approach preserves the identity by sharing
the same object across languages and translating messages accordingly. Instead of representing a specific instance of an object in a
language-agnostic format, the underlying concept itself is represented that way. Thereby, several challenges are shared between
these approaches, such as schema evolution. Although this challenge is not directly addressed in this work, corresponding ideas
can be borrowed from this field. Popular serialization mechanisms
are, for example, Google Protocol Buffers [12], Apache Thrift [1],
and Avro [4].
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Polyglot Adapters. The idea to provide adapters for the GraalVM
was discussed in related work [9]. It demonstrates that the adapter
pattern is suitable to translate messages between languages and
mimic language-specific behavior, but the approach was purely
on the language level. In the course of this, scaling and usability
challenges were revealed, which are tackled by this work. By introducing a language-agnostic, generic interface representation
and splitting the adapter into two parts, the mapping overhead
can be reduced. Further, the language resolution, which creates the
adaptee part of the adapter on the fly, improves the overall usability.
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CONCLUSION AND FUTURE WORK

In this work, user-defined interface mappings for the GraalVM are
introduced. These allow developers of polyglot applications to combine algorithms and data structures from different languages more
effectively by making code more portable. Thereby, a mechanism is
introduced to make the whole process more transparent to the user.
There is no need to adjust either the interface from the object or
the calls out of the algorithm by hand. This approach enables the
application developer to focus on the domain-specific challenges
and using the best-fitted language concepts without being bothered
with language boundaries.
This work introduces the concept of such an approach. As the
next step, a concrete implementation is in planning. Building on
that, the surrounding infrastructure would be an interesting starting

4 https://hpi.de/en/research/research-school.html
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